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Abstract

Methods: A practical IRT model with an embedded growth model is illustrated to
examine the psychometric characteristics of classroom assessments for preschool
children, and also to show how nonlinear learning over time can be investigated. This
approach is applied to data collected for the Academic Rating Scale (ARS) in the literacy
domain, which was administered on four occasions over two years.

Results: The model enabled an effective illustration of overall and individual

gains over two academic years. In particular, a significant de-acceleration in latent
literacy skills during summer was observed. The results also provided psychometric
support for the argument that ARS literacy can be used to assess developmental skill
levels consistent with theories of early literacy acquisition.

Conclusions: The proposed IRT approach provided growth parameters that are
estimated directly, rather than obtaining these coefficients from estimated growth
scores—which may result in biased and inconsistent estimates of growth parameters.
The model is also capable of simultaneously representing parameters of items and
persons.

Keywords: Item response theory; Latent growth models; Classroom assessment;
Alternative assessment; Early literacy; Summer setback

In this paper, a hybrid statistical technique that embeds a growth model within a measure-
ment model is introduced and applied. Specifically, we demonstrate that statistical esti-
mates describing longitudinal growth can be obtained using a classroom-based set of items
tapping cognitive skills while at the same time analyzing the psychometric properties of this
instrument. As an illustration, we include an analysis of growth in language and literacy
achievement for preschool children in a large-scale data set obtained as a national probabil-
ity sample. Substantively, there is a literature on summer setback, but no studies we are
aware of concerning this effect for preschool children. The purpose of this paper is to make
the longitudinal modeling more accessible to researchers, but also to make a substantive

contribution in an area having a sparse empirical literature on literacy development.
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In previous research literature on developmental change, outcome measures are
typically obtained as simple or weighted sums across the items in a particular assess-
ment instrument. However, a simple aggregate score for investigating change has a
number of potential problems as noted by Bereiter (1963) such as: paradoxical reli-
ability of change scores; spurious negative correlation of change with initial status;
and inconsistent scale units for change. These problems can be addressed partially
with item response theory (IRT) modeling in which units are implicitly equated across
measurement occasions, i.e., ability at different time points is transformed to a single
scale (McArdle et al., 2009). This measurement model can be extended to investigate
development or growth in a constant ability unit. We show that modeling repeated
measurements in the framework of an integrated model also leads to a coherent set of
tools for interpreting statistical estimates of growth. It will be demonstrated that sub-
stantive conclusions about development can be strengthened with information on
measurement quality.

In contrast, simply collapsing item data into a single total score requires item analysis
to be disjoint from the evaluation of growth. While one can obtain IRT scores inde-
pendently of a growth model, those IRT estimates of ability must then be used to esti-
mate growth parameters. One example of this is joint maximum likelihood estimation
in IRT where estimates of ability are used to estimate item parameters (and vice versa).
Unfortunately, item parameters are not consistent in this case (Embretson & Reise,
2000; Johnson, 2007), and this implies that growth parameters based on IRT estimates
of ability may be biased even in the context of large data sets.

The measurement aspect of the model also provides tools to review the stability of
each item over time. While many longitudinal studies in education provide classical
measurement information on the quality of their measures (e.g., Cronbach’s a), several
studies (e.g., Embretson & Reise, 2000) have pointed out the limitations of classical test
theory (CTT). For example, item difficulties are computed as the proportion correct
and item discrimination is obtained as item-total correlations in CTT. These statistics
are inconsistent for different samples with different ability levels, that is, these item
parameters are not sample invariant. Integrated IRT models are designed to control
for precisely this issue.

The purpose of this paper is to present the hybrid modeling approach and to demon-
strate both the utility and limitations to developmental studies. After describing the
model, an example will be presented in several stages. First, preliminary analyses are
carried out to investigate model assumptions. Then different modeling approaches to
change over time will be discussed, followed by substantive interpretations based on
growth estimates.

Background

Measurement framework

Most IRT models contain two types of parameters: those for items, and those for per-
son abilities. In the language of IRT, the probability of correct response on an item de-
pends on person’s ability and characteristics of an item such as difficulty. In this
section, we introduce basic IRT models, and then hybrid IRT models for examining
change over time. Embretson and Reise (2000), Hambleton, Swaminathan, and Rogers
(1991), and Millsap (2010) provide more detailed information on IRT approaches.
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1PL IRT model

In the IRT framework, Rasch models (Rasch, 1960), also known as one-parameter logis-
tic (1PL) models, provide the probability of a correct answer of person i on item j (IRT
models are easily adapted to polytomous assessment items as shown below). Let P;
represent the true probability of a correct answer on a test question, the parameters of
interest are the person’s latent score 6; and item difficulty b; such that

exp (’71,‘)
P(Yj = 1n;) = ———"~, (1)
I+ exp (’Yij)
where 7;; = 0; - b;.

The latent score 6; represents individual ability, and is often scaled to be normally
distributed with the mean zero and is typically specified with the condition 8 ~ N(0,1).
Item difficulty b; indicates the level of & having 50% chance to answer the specific item
j correctly; thus, the higher (or lower) the item difficulty, the item requires higher (or
lower) level of ability to get the item correct. Item difficulty in IRT shares the same
scale as the person ability level, which allows the placement of item difficulties on the
ability scale.

2PL IRT model

In addition to Rasch models, two-parameter (2PL) IRT models can be applied to longitu-
dinal analysis. The 2PL model includes an additional item parameter, discrimination ;. In
the 1PL model, a constant discrimination a; is assumed across items. If items vary with re-
spect to discrimination, however, it may be useful to take this feature of item response
function into account by substituting 7, = a;,(6; - b;) into Equation (1). Items with higher
discriminations are more useful for separating examinees into different ability levels than
items with lower discriminations, and can be useful for examining growth.

Modeling change
For the repeated administration of the same items to a sample over different occasions,
Anderson (1985) introduced a multidimensional Rasch model with a time specific latent

score 8, for person i at occasion ¢, such that, a latent linear score can be defined as
l7ijt = Bit—bj. (2)

Anderson’s approach is appropriate for understanding the impact of time on the abil-
ity distribution and for reviewing the characteristics of the test by time, Andrade and
Tavares (2005) extended Anderson’s model to 2PL and 3PL IRT models, which include
item discrimination and item guessing parameters, respectively. However, Anderson’s
model does not explicitly contain change or growth parameters.

To reflect a person's differences in changes over T repeated test occasions, Embretson
(1991) developed the multidimensional Rasch model for learning and change (MRMLC)
which defines an individual propensity on occasion ¢ proficiency 8;, as the sum of per-
son’s initial 6;; and changes from ensuing test occasions of 0,5, ..., 6,7 such that,

t
Mije = Z Oim—bj, (3)
m=1
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with the IRT probability defined in Equation (1). While Andersen’s (1985) model as-
sumes the same items over occasions, Embretson’s (1991) model allows some different
items at different occasions to estimate changes in ability. Embretson (1991, 1997) also
presented a 2PL version of the MRMLC that contains discrimination parameters.

The MRMLC estimates of individual changes are between one test occasion and the
next, and thus the model is limited to investigating comparisons between two consecu-
tive tests. In cases of the comparison between non-adjacent time points (e.g., the first
test and the last test in four test occasions), a set of customized contrasts would be
beneficial for examining specific substantive questions, which is the approach taken in
the current paper. Specifically, functions of ability parameter are useful to understand
changes over time, while the item parameters are assumed to be invariant (i.e., the per-
formance of item parameters is identical over different measurement occasions).

IRT growth modeling
Children’s developmental processes are stable for normal, healthy children, yet growth
and development progress at different rates for each child (Gullo, 1994). In placing
each student accurately on a developmental continuum, his or her trajectory in learning
can be better understood and directed (Salinger, 2001). Estimates for individual learn-
ing and change (rather than changes in entire group) serve this purpose. The individual
growth model (e.g., Verbeke & Molenberghs, 2000) is a relatively new statistical appli-
cation in early childhood studies, and is pertinent to profiling the unique trajectories of
individuals’ abilities over time.

In this paper, a multidimensional IRT modeling approach (after Houts & Cai, 2013)
is used to describe nonlinear and individual changes over time. The model can be spe-
cified in two steps. First, define the linear predictors for T assessment occasions for

examinee i on item j as
Ny = (1 + 0P )

This indicates that the latent linear score for subject i on item j at time ¢ is a function
of item effects f3;, and person effects 6, and y,. Here, a; and f; signifies the discrimin-
ation and difficulty of item j, 8;, represents a specific effect for individual i at time ¢ that
is a departure from average performance y, Though as shown in Equation (4) the item
difficulties 8; may vary, the growth modeling parameters 4, and 6;; are constant for per-
son i across items. This model is considered multidimensional because each occasion ¢
provides a different measurement—even though the instrument remains constant. The
model also allows different item sets for different time; which can be useful to investi-
gate items that perform different for different time points or to utilize anchor items for
different test occasions.

Second, an additional parameter of interest is the covariance structure of 6 across dif-
ferent time points. There are various choices for specifying time dependencies in longi-
tudinal IRT models (see Andrade & Tavares, 2005 for details). For example, an
autoregressive model of order 1 has been employed in many time-series analysis, as-
sumes that the correlations between the abilities decrease as the distances between the
measurement occasions increase. While this model contains only two parameters, this
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pattern of covariance has not been found in many longitudinal studies (Andrade &
Tavares, 2005).

The current study employs an unstructured variance-covariance matrix except for
the variance of ability at time 1, which is fixed at 1.0. One common way to fix the scale
of 0 is to dummy code the 5 parameters, where one item is omitted and serves as the
reference item. In general, this strategy works only for 1PL models (e.g., Kamata, 2001).
A more general method is to define the scale with the constraints 4, =0 and o,=1 for
the first occasion (¢ =1).

Non-linear changes

The form of the proposed model in Equation (4) can be usefully compressed for illus-
trating the role of contrasts to capture nonlinear change across time. Let the average
proficiency on each occasion is (¢1, o, ..., 7). Given this representation, the model can
be customized with time contrasts to aid interpretation effects holding substantive
interest. To illustrate this concept, consider transformation, each defined by 4 coeffi-

cients across T = 4 measurement occasions, as:

Intercept :c; = l,co= 1l,c3= l,ca= 1
Contrast1:¢c; = 1,cp=-1,c3= 0,c4,= O
Contrast2:¢; = 0,cp= l,c3=-1,c4= 0
Contrast3:¢; = 0,c0 = 0,c3 = 1,c4 = -1,

with the constraint for any single contrast that

4
Z Ci = 0. (5)
=1

Each of these contrasts represents the difference of two consecutive occasions

(similar to Embretson’s model). Once a set of contrast coefficients have been chosen

for substantive reasons, custom effects can be calculated as

T
Y= Z Cithi- (6)
i1

These linear transformations can be written compactly in matrix form as
¥ = Cp, (7)

where C represents the transformation matrix above. Accordingly, the transformed co-

variance structure of H(S;)) and parameter covariances (S;a) can be obtained with

s =clscT. (8)

Standard errors are obtained as the square root of the diagonal elements of SI;. We

recommend normalizing the rows of transformation matrix to preserve to the total
variance across the separate measurement occasions.

Contrasts as illustrated above can also be applied to the individual proficiency esti-
mates to examine individual growth trajectories consistent with substantive questions.
While linear and quadratic time contrasts are widely used for longitudinal growth mod-
eling, discontinuous patterns such as de-acceleration or setback, as seen during the
summer vacation, have also been investigated in elementary and middle school settings

Page 5 of 17
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(Cooper et al., 1996; Entwistle & Alexander, 1992). The summer setback can be investi-
gated by applying a customized contrast. By including categorical independent variables
that reflect growth and changes in the model, our approach provides an appropriate
tool for understanding change over time in school. In doing so, multiple indicators of
growth (i.e., contrasts) can be obtained for further investigation of early learning
processes.

The basic idea of this paper is familiar in the structural equation modeling (SEM) lit-
erature. For example, McArdle, Grimm, Hamagami, Bowles, and Meredith (2009) con-
sidered SEM models for representing change that include latent parameters for change
in terms of mean and covariance structures as well as individual growth curves. Curran,
Edwards, Wirth, Hussong, and Chassin (2007) also showed how item response theory
can be incorporated into a modeling framework for analyzing growth. McArdle et al.
(2009) conducted an analysis in which IRT was combined with latent growth curve
analysis. A number of growth parameterization were formulated including no system-
atic change over time, linear change, and increasing-decreasing change over time. Both
2PL and partial credit models were discussed as possibilities for the measurement
model, though a Rasch measurement model was used for their analysis. In this paper, we
apply a number of these basic ideas in a slightly different way with more modern and effi-
cient estimation techniques. While Curran et al. did consider item response theory (IRT)
for analyzing growth, their approach was to estimate IRT scores and then apply growth
modes to this data. In contrast, the approach taken below is based on an IRT model inte-
grated into the growth model of this kind described earlier by Raudenbush and Sampson
(1999), and MCArdle et al. (2009).

Estimation issues

This type of modeling has an advantage for many longitudinal data sets that equal
numbers of measurements is not available for all subjects. In the case of incomplete or
missing data, it can be shown that the correct likelihood and estimates for incomplete
data can be obtained under the assumption of missing at random (Rubin, 1976). How-
ever, even with this advantage, the model specification on the covariance structure
must be correct for estimating consistent parameters (Dmitrienko et al.,, 2005). There-
fore, researchers need to select the model carefully. One method is to check the model-
fit statistics, e.g., AIC, and BIC, to find the best fit model.

Several researchers have employed IRT models embedded within a larger modeling
framework. Previously, the Rasch model had been proposed for specifying multilevel
models suitable for longitudinal analysis (e.g., Briggs & Wilson, 2007; Kamata, 2001;
McArdle et. al, 2009; Meiser, 1996; Sampson & Raudenbush, 2004). In the recent litera-
ture, more complex models are considered that contain more parameters (for both
items and growth). For example, von Davier, Xu, and Carstensen (2011) introduced a
general model framework and a growth-mixture MIRT model that allows for variation
in latent trajectories across clusters in a nested sample.

Both 1PL and 2PL models of these kinds can be implemented in generalized linear
mixed or mixture modeling software with EM or maximum likelihood estimation (e.g.,
Zheng & Rabe-Hesketh, 2007; Vermunt & Magidson, 2008; von Davier, Xu & Carstensen,
2011). While EM estimation is generally preferred to maximum likelihood, EM code re-
quires lengthy execution time for models with higher dimensionality. In this paper, we
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demonstrate the software package flexMIRT employing the Metropolis Hastings Robbins
Munro (MHRM) algorithm which is highly efficient in terms of computation time and is
easily implemented (Houts & Cai, 2013). However, model fit issues are still under investi-
gation with respect to the MHRM algorithm, and item fit statistics are not yet provided
by flexMIRT (Houts & Cai, 2013. p. 89) Additional file 1.

Methods

To illustrate the application of an IRT growth model, a real data example is provided
below concerning an important question in literacy/language development. A number
of educators have urged the use of classroom assessments, which are measurements de-
signed to capture learning process are necessary for accurately describing learning in
school (e.g., NAEYC, 1992; Schweinhart, 2003; Scott-Little, Kagan & Frelow, 2003;
Shepard, Kagan & Wurtz, 1998). Although these types of assessment are currently be-
ing used by a number of school systems and are increasingly becoming a part of state
assessment packages (Jones, 2003; NRC, 2008), none that to our knowledge have been
psychometrically evaluated with regard to the developmental characteristics of children.
In addition, previous studies on changes during the summer (Burkam et al., 2004; Rock,
Pollack & Weiss, 2004) of kindergarten to first-grade growth have employed scores of a
standardized cognitive test not a classroom assessment. The model proposed herein
provides estimates of both item and growth parameters as well as providing tools for
the evaluation of item quality of a classroom assessment.

In the following sections, information is provided on the data source, sample, meas-
urement instrument, and formal statistical model. This is followed by an elaboration of
the IRT models for polytomous items, investigation of measurement properties of an
instrument for assessing growth, examining of growth modeling results, and finally sub-
stantive discussion of findings and implications.

Data source

The public-use version of the data from the National Center for Early Development
and Learning Multi-State Study of Pre-Kindergarten 2001-2003 (Clifford et al., 2009) is
used. The original study was designed to examine the effects of variations in pre-
kindergarten and kindergarten experiences on children’s social and academic outcomes.

Sample

In the given data, children were randomly selected, four per classroom, from 40 class-
rooms in each of six states. The classroom samples were stratified within each state ac-
cording to programs in schools versus another site; full-day versus part-day program;
and teachers with and without a college degree. The children were followed from the
beginning of pre-kindergarten (P) through the end of kindergarten (K). Complete data
were collected from 778 (81%) children, partial data were collected from 132 (14%)
children, and no data were obtained from 49 (5%) of the children. All of the sample
cases in the data are included in the analysis. Sampling weight provided with the data
set is used in the present study. The original sampling weights were rescaled by divid-
ing the product of each weight and the sample size over the summation of all the
weights (i.e., the population size). Normalizing the sample weights (so they add up to
the actual sample size) is a generally recommended procedure (Pfeffermann et. al, 1998).
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Measurement instrument

On four occasions, in the fall and spring of preschool and kindergarten, each child was
assessed by the Academic Rating Scale (ARS). The National Center for Education Sta-
tistics (NCES, 2000) developed the ARS for teachers’ evaluations of young students’
academic achievement in three domains: language/literacy, general knowledge, and
mathematical thinking. The Rasch person reliability of the ARS in kindergarten was re-
ported with a range of .87 to .91 (NCES, 2002). The ARS includes items designed to
measure both the process and products of children’s learning in school, therefore it rep-
resents broader lends on school outcomes than standardized achievement batteries
(NCES, 2002). Because the assessment of early literacy skills is a very controversial
topic in early-childhood education (IRA & NAEYC, 1998; Neuman & Dickinson, 2001;
Salinger, 2001), the language/literacy domain is analyzed in this paper. The domain
consists of nine items on a 5-point Likert scale (i.e., the items are ‘polytomous’ in psy-
chometric terms, such that, 1: Not yet, 2: Beginning, 3: In Progress, 4: Intermediate, 5:
Proficient). The mean score (based on the total-sum) at the four assessments are shown
in Table 1 and the individual item descriptions are presented in Figure 1 as a part of
the item map.

Item response model
For the analysis, Samejima’s graded response model (Thissen & Steinberg, 1986) was
used for all items. In the model, the probability of obtaining score k for an item with k

ordinal response categories for person i on item j at time ¢ can be specified as

P(Yye = k|ny,) = P(Y e <k|ny)=P(Y e <k=1|1,). 9)

Typically, a set of k - 1 category intervals are estimated as by for each item j, namely
item location parameters. The a parameters may be constrained to be equal or vary
across items. Since the measure is used observationally by teachers, the guessing par-
ameter (in 3 PL IRT model) is not considered in the analysis.

Differential item functioning (DIF) over test occasions

We sought to establish that item parameters were invariant across the two years of this
study. In other words, one needs to establish the invariance assumption of item param-
eters across pre-kindergarten through kindergarten to apply IRT. Differential item
functioning (DIF) techniques can be used to detect items that behave differently across
test occasions. More general reviews on DIF can be found in Camilli and Shepard
(1994) and French and Miller (1996). Preliminary to DIF analysis, both 1PL and 2PL
reference models were obtained. The results are shown in the top half of Table 2. For
both AIC and BIC, the 1PL model fit better, and for this reason it was decided to use
the 1PL model for investigation of DIF.

Table 1 Summary of ARS mean scores

Time X sD n
P Fall 2.09 0.81 916
P Spring 2.79 0.92 941
K Fall 240 0.92 827

K Spring 367 0.95 817
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Figure 1 Difficulty drift for items 1-3.

To screen the data for potential DIF by time, we allowed the difficulty locations for
each item (holding other items fixed) to vary by occasions. In Table 3, AIC and BIC fit
values (Akaike and Bayesian information criterion, where smaller values indicate better
fit) are reported by item, along with the change from the base model in which all item
difficulties are constrained to be equal across occasions. The first three items have the
largest DIF indices (i.e., they increase fit the most), and this was corroborated by apply-
ing other DIF approaches. To account for this DIF, we report two versions of each ana-
lysis for the 1PL and 2PL models: one in which all item difficulties were constrained to
be equal across occasions, and one in which items 1-3 were allowed to fit differently
across occasions. The DIF is illustrated in Figure 2. It can be seen that for items 1 (Uses
complex sentence structures) and 2 (Understands stories/texts read to her/him), all dif-
ficulty locations drifted up over time, while the locations for item 3 (Easily names all
upper/lower alphabet letters) drifted down.

Modeling growth

To analyze longitudinal changes in latent skills as well as the psychometric characteris-
tics of ordinal items that measures process in classroom, we employed a model com-
bining an IRT model for polytomous items with a model for change over time.

Table 2 Model fit statistics

Model Fit
DIF Model AIC BIC
1PL 69456.0 69696.9
No DIF Adjustment
2PL 70302.8 705829
1PL 68018.8 68606.5
DIF Adjusted
2PL 69209.6 69666.7

Note. A smaller AIC or BIC indicates a better-fitting model.
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Table 3 DIF statistics (1PL model)

Item AIC BIC Change

All Constrained 69456.0 69696.9 -
Free 1 68898.0 69197.8 —558.1
2 69120.3 69420.1 —3357

3 69057.2 69357.0 —398.8

4 69286.3 69586.1 -169.7

5 69438.2 697380 -179

6 694304 69730.2 -25.7

7 69301.7 69601.5 —1543

8 69273.8 69573.6 —-1823

9 694153 69715.1 -40.8

1-3 68179.6 68597.3 -1276.5

Note. Change statistics are based on the simulated distribution of —2 log likelihood of the fitted model. The change
values in the last column can be roughly interpreted as chi-square statistics with 12 degrees of freedom.

. Item .
Time Growth e Item Description
Difficulty P
3.0
K-Spring
6. Reads simple books independently
2.0 6,7,8 7. Demonstrates early writing behaviors
8. Uses some print conventions
Q
S 9 9. Uses the computer for various purposes
- 4 4. Produces rhyming words
PreK-Spring
1.0
3 3. Easily names all upper/lower alphabet letters
1 1. Uses complex sentence structures
2,5 5. Predicts what will happen next in stories
K-Fall 2. Understands stories/ texts read to her/him
PreK-Fall 0.0

Figure 2 ARS literacy/language item map.
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Growth parameters

The parameters of substantive interest are the person parameters and their covariance
across four occasions. Customized contrasts were used to define parameters in a way
that directly addressed the issue of summer setback. For the first set of contrasts, we
designated performance in the fall of pre-school (P Fall), the first test occasion, as a ref-
erence. Thus, growth is estimated relative to the first test occasion. Accordingly, the
proficiency level of a specific person is also estimated relative to this reference. This set
of contrast codes is given in the top panel of Table 4.

For the second set of contrasts, a set of three orthogonal contrasts (C, through C,)
were chosen to represent growth and individual effects across measurement occasions
in addition to an average ability obtained by C;, as displayed in the bottom panel of
Table 4. The summer effect contrasts children’s scores on the second and third testing
occasions, which represent the change during the summer prior to kindergarten, as
shown in contrast C,. The differences in the rates of growth from the first year and the
second year are estimated by the last contrast Cs. Finally, the overall change C,, is esti-
mated by the difference between P Fall and K Spring performances.

Design

Three major facets are examined to enhance the validity of the results. First, estimates
were obtained with both the 1PL and 2PL models; Second, two types of contrast are re-
ported; and third, both of these conditions are crossed with the original condition and
no DIF conditions in which three items were allowed to fit differently across occasions.

Results

In this section, we first provide the results from the growth component of the model. Then
the measurement components of the model are presented, along with description of how
these results can be used as validity evidence for the ARS scale. Analog to IRT model par-
ameter specifications, the person parameters are used to review the growth or changes over
time, the item parameters are used to review the item characteristics, and then the combi-
nations of those two types of parameters are used to review time-appropriate use of items.

Growth results
All growth parameters within the T and C contrast types were similar as shown in
Table 5, except for the 2PL model with DIF. With DIF adjustment, the 2PL model

Table 4 Contrast codes for models

T Contrasts T; T, T3 Ta
P Fall 1 0 0 0
P Spring 0 1 0 0
K Fall 0 0 1 0
K Spring 0 0 0 1
C Contrasts G G G Cy
P Fall 1/2 0 12 —1/2
P Spring 1/2 A2 -1/2 0
K Fall 1/2 12 =12 0
K Spring 1/2 0 1/2 12

Note. The contrasts in Model 2 are labeled as: C; is the average ability; C; is the summer effect; C; is the overall change;
and C, represents the increment in growth rate from preschool to kindergarten.
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Table 5 Growth parameter estimates

T Contrast C Contrast
DIF Model Effect Estimate SE Estimate SE
1PL 2 1.09 03 -48 04
No DIF Adjustment

3 A1 04 38 08

4 226 03 1.60 04

2PL 2 1.02 03 -39 04

3 47 04 37 08

4 222 04 157 06

1PL 2 1.16 04 -50 06

DIF Adjusted

3 45 04 50 08

4 2.60 .06 1.84 08

2PL 2 58 04 -33 06

3 12 03 37 06

4 143 07 1.01 10

Note. All coefficients are significant at a = .001.

obtained substantially different estimates of both the summer effect and overall growth.
For the 1PL model, growth parameters under the DIF and no DIF conditions were
similar. Given that the 1PL model with DIF adjustment showed the best fit, this condi-
tion is used to examine growth below.

Accordingly, growth begins a zero baseline in preschool fall (PF), increases to 1.16 in
preschool spring (PS), decreases to .45 in kindergarten fall (KF), and increases to 2.6 in
kindergarten spring (KS) on average. The variation in proficiency as shown in Table 6
increases substantially after KF. It can also be seen in the covariance matrix in Table 6
that proficiency within school year is positively correlated, but much higher in kinder-
garten than preschool.

From the customized contrasts, the summer effect is -.5, that is, the estimate correspond-
ing to Cy. Rescaled to the standard deviation at PS, the effect size is d = —.5/V1.2 = —.46.
This indicates that the average ARS literacy/language ability diminishes substantially over
the summer. However, the overall change in average child proficiency level is d =1.85
from PF to KS is relatively large, indicating that despite the summer loss, children tend to
develop rapidly over the course of kindergarten. The variability of C, can be illustrated in
personal profiles over time, as shown in Figure 3. The proficiency estimates of one child
(ID3) declined over the summer, while those of other children were improved with

Table 6 1PL covariance matrices (DIF adjustment)

Model 1 T, T, T Ta

T 1.00

T 71 1.66

T3 47 59 191

T4 35 46 1.30 1.66
Model 2 (e G, G Cs

G 3.50

G 30 12

G -35 12 56

G 44 54 02 98
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Figure 3 Examples of person changes over time incorporating fixed and random effects.

different rates. Those individual scores can be obtained directly by signifying the appropri-
ate option in flexMIRT.

Another effect if interest is C3, which indicates differential growth across preschool
and kindergarten. The summer effect is only slightly correlated with differential growth
(see the covariance between C, and Cs in Table 4). This indicates that a student who
learns more during the summer does not necessarily have growth rate during the sub-
sequent academic year. However, students who retain more skills (as measures by the
ARS) over the summer tend to have higher overall growth (r=.49). This result can be
seen in Figure 3, by comparing the profiles for ID1, ID2, and ID4 with that of ID3.

Measurement results
Item parameters
Estimated location parameters are given in Table 7 for the 1PL DIF model.

The relative difficulties among items can be examined in terms of the average item
location parameters. Similar to item difficulty parameters, high values of item location
estimates indicate that the item is harder than others. Though the average b parameters
are slightly higher than those for typical tests, it should be realized that the test scale
was standardized to P Fall. The lower item locations fall comfortably within the range
preschool proficiency as shown in Table 7.

Table 7 1PL item parameter estimates with DIF adjustment (a=1.7)

Average difficulty Locations

Item b by bs b, b,
1 0.79
2 0.64 see Figure 2
3 0.94
4 142 -0.35 0.86 2.06 311
5 0.71 —148 0.10 1.39 2.83
6 1.88 0.18 1.37 247 349
7 1.92 0.25 1.44 2.50 349
8 1.94 0.18 1.39 252 367
9 1.50 -0.65 0.82 2.28 3.54
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Characteristics of the ARS

Based on the model outcomes, we review the developmental characteristics of ARS.
First, the results of the current study support the claim that the ARS is measuring a de-
velopmental proficiency. The developmental trend is similarly demonstrated in several
select individual proficiency profiles in Figure 3.

Second, the estimated magnitudes of the item difficulties support the theoretical
order of emergent literacy (McGee & Richgels, 2004; Sutzby, 1985). We present an item
map in Figure 1, which includes the average location parameters in Table 7. Items rele-
vant to features of novice readers/writers (items 1, 2, 5) had lower item locations than
those of experienced readers/writers (items 6, 7 and 8).

Third, our results indicate that the ARS items are properly designed for assessing target
graders. Although ARS has been used for studying children’s growth in Pre-K through
kindergarten, NCES originally designed it to measure grade K students’ literacy and lan-
guage skills. As shown in the item map, all item locations are within the growth interval
from fall to spring of kindergarten. Meanwhile, it is evident that many items are moder-
ately to very difficult in the fall of preschools, thus limiting their capacity to assess literacy
proficiency. The estimate of positive difference within years also supports this argument.
The outcome indicates higher within year growth in kindergarten than those in preschool;
in other words, on average children in kindergarten gain more than children in preschool.

Conclusions

In this paper, we presented an application of IRT growth modeling to illustrate nonlin-
ear individual learning and change over time and to investigate the psychometric prop-
erties of a classroom assessment. A particularly striking advantage of the proposed IRT
approach is that growth parameters can be estimated directly, rather than obtaining
these coefficients from estimates of ability. Estimates of growth based on estimates of
ability may build systematic measurement error into the former. The model is also cap-
able of simultaneously representing parameters of items and persons, including their
individual changes, in embedded IRT models.

By integrating measurement and growth, the proposed approach provides more ac-
curate estimates for overall and individual changes as well as the variation of growth.
For instance, we identified several items that perform differently across assessment oc-
casions. The inclusion of those items had a notable affect on growth estimates when
DIF was implemented in the 2PL model. At the same time, our approach provides a
method to investigate the item characteristics controlled for nonlinear growth. The val-
idating developmental features of ARS are investigated through IRT modeling in the
current paper, which does not require either linear or even monotonic growth. Still, the
significant improvement of personal trait levels over years indicates that the ARS liter-
acy domain can be used to study the progress of emerging readers during preschool
and kindergarten. Children in kindergarten grew more and faster, and the test was tar-
geted to kindergarten, this implies that the ARS is functioning according to expectation.
Some support is thereby offered that items are indeed more representative skills of the
kindergarten level language/literacy domain. Also, the items can document early literacy
development along a continuum that has a thread of connection with early literacy acqui-
sition theories. The item map provides educators useful information about the literacy
skill difficulty level, which can be applied to their educational practices and curriculum.
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The integrated approach is also useful to profile a person’s skill level at each repeated
test occasion similar to other latent growth IRT model in previous studies (e.g., Curran
et al., 2007). We demonstrated a personal profiling (as shown in Figure 3) with the per-
sonal changes over time to review the trend of changes over time. Personal profiling is
a method of monitoring individual changes especially with missing data. Further, indi-
vidual estimates based on a non-linear growth model may provide a more accurate rep-
resentation than parametric approaches (e.g., linear and quadratic trends). For instance,
with assuming a linear growth, the setback during the summer is misrepresented in the
growth estimates. Time contrasts can be customized for certain hypotheses or assump-
tions about growth. Although parallel effects can be tested with raw scores, these ap-
proaches have limitations in the longitudinal inquiry (Bereiter, 1963). In particular,
scores would need to be equated to the same scale over different time points for longi-
tudinal analysis.

Both the 1PL and 2PL models can be implemented practically with the MHRM algo-
rithm, though flexMIRT is new and not yet highly accessible to many researchers fo-
cusing on the school settings. Only a handful of quadrature points could be used for
EM estimation (a maximum of 13 on a computing platform with 8GB of memory using
8 threads). Even then, convergence required about two hours whereas the same prob-
lem required less than 2 two minutes with the MHRM algorithm. Thus, lack of famil-
iarity with new estimation software will clearly be overcome by practical utility.

The current study utilized the sampling weight provided in the original data set.
However, the nested sampling structure was not fully reflected in our analysis, partially
because the class identifier was not available. Also, full information from the sampling
design would be necessary to compute standard errors with precision (which could
conceivably be underestimated by a factor of 2 through 3; Johnson & Rust, 1992). Al-
though the software does not provide a mixture modeling, the idea of utilizing custom-
ized contrasts can be extended to the previous literature considering mixture
distributions of growth (e.g., von Davier, Xu & Carstensen, 2011). Another extension of
this model might include the consideration of rater effects, especially with constructed
response items (e.g., ARS items) for the future studies.

Summer setback after kindergarten has been observed in previous studies (Burkam
et al.,, 2004; Rock, Pollack & Weiss, 2004) but summer setback prior to kindergarten
has not, to our knowledge, been investigated previously. One of the interesting findings
of this paper is that literacy/language proficiency for preschoolers diminishes substan-
tially during the summer before kindergarten—even though positive overall growth is
demonstrated in preschool and kindergarten. Another important result regarding to
the summer effect is that summer setback effect is much larger for some children than
others. Some perspective is required to understand the practical significance of this
finding. From Table 2, it can be seen that the summer setback effect (-.50 units) is
about 27% of the overall change (1.84 units) from P Fall to K Spring. However, there is
substantial individual variation in the setback effect. Using a normal distribution as a
rough guide, about 9% of preschoolers have a setback effect of one standard deviation
or more in terms of overall ability as represented by C1, which tends to place them at
more risk of performing poorly in kindergarten. If these students would simply main-
tain reading their level of achievement in literacy/language over the summer, a substan-
tial, if not dramatic, improvement might be obtained. However, the story is more
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complex. Average growth from fall to spring in kindergarten is almost one standard de-
viation. Thus, many children appear to cover lost ground rapidly, and the summer set-
back effect moderately correlated with overall growth. While some children grow much
faster than other in kindergarten than in preschool, this effect is not highly correlated
with other growth measures. The current study does not shed much light on differen-
tial growth. Summer academic support is an important problem, and targeting support
for summer growth is a key issue. The relatively large variability of the summer effect
implies that further research on the source of variation is urgently needed. Previous
literature (Burkam et al., 2004; Rock, Pollack & Weiss, 2004) reported that disadvan-
taged kindergarten children tend to lose more on scores during the summer vacation,
and this suggest the estimate of the summer effect could be used to explore back-
ground variables that indicate access of children to academic support.
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